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Introduction

Overview

This book differs from most other books on TCP/IP because it focuses on how to implement the
TCP/IP protocols using the most prevalent TCP/IP routing device in use today, the Cisco router.
The book provides detailed descriptions, examples, and configurations that can be used for
building real-world internetworks. The text begins at a level appropriate for the TCP/IP and router
novice, but advances to cover topics such as routing protocol optimization, security, implementing
multiprotocol networks, and troubleshooting techniques that experienced router engineers will find
useful.

The TCP/IP set of networking protocols rapidly is becoming the de facto standard for local and
wide area networking. Its prominence is due in part to its openness. It is considered an open
standard because no one commercial organization controls the standard. This allows all vendors
an equal footing when developing TCP/IP products and gives devices from different vendors a
better-than-even chance of working together properly.

In addition to being an open standard, the TCP/IP protocols have proved themselves durable in
the largest network in the world, the Internet.

Fueling the current growth of the Internet are World Wide Web services, which make it easy for
anyone who can operate a computer mouse to retrieve information from anywhere in the world.
This technology is so attractive to organizations that most forward-thinking companies are building
much of their information storage and retrieval systems around it on their own internal intranets.
Intranets use the same TCP/IP network protocols as the public Internet but are implemented on
the company's own private network.

To support this new computing paradigm, a TCP/IP network is required. To implement a TCP/IP
network, you need routers. If you are involved in any way with network administration, design, or
management, router technology either is or will become important to you.

This book is clearly not a novel, and | don't expect it to be read as one. Of course, you can start at
Chapter 1 and read all chapters in sequence, but this is not how | use my technical books. | suspect
that most people will read the chapters that are of particular interest to them at different times. To
support this type of use, there is some duplication of information across chapters when necessary.



Terminology

Throughout the book, | have used some terms that should be defined. First, let's discuss how we
identify, in networking terms, computers that are grouped together. An internetwork is a collection
of networks connected together. A network refers to all devices that belong to one network
number. A subnetwork, or subnet, is a section of a network configured to act as if it were a
separate network as far as other computers configured on the same network number are
concerned.

Another potentially confusing term is that of gateway. In general networking terms, a gateway is an
Application layer device, something that converts from one type of communications protocol to
another. In TCP/IP language, a gateway is synonymous with a router.



Conventions

Outputs from Cisco router screen displays are presented in many figures and parts of the text. Any
text or commands that are to be entered into the terminal attached to the router are in boldface
type; the nonbold text represents what is displayed by the router. In these screen displays, | have
had to indicate that at times, a shifting key and letter key must be depressed simultaneously to get
the desired response. An example is <Ctrl-Z>, which means that you hold down the key labeled
"Ctrl" while pressing the "Z" key.



Chapter 1: Router Basics

Objectives

The objectives of this chapter are as follows:
*Explain the role of a router in an internetwork.
*Discuss how a router is both similar to and different from other network computing devices.

Introduce the Cisco router user interface.



Router Concepts

This section introduces router technology and its responsibility in an internetwork, an accepted
networking industry term for a set of many interconnected networks. Each individual network will
have its own network number that must be unique for that particular internetwork. If some of the
terms used here are unfamiliar, don't worry; all the ideas presented in this overview are discussed
in more detail and explained fully in later chapters.

Routers direct traffic through an internetwork, based on information learned from network
protocols. Let's discuss some of the goals of these computer network protocols.

With an internetwork that has hundreds or even thousands of computers linked together, there has
to be some agreed-upon way for those devices to address one another and communicate. As a
network grows larger, it is not feasible for each computer to keep track of the individual address of
every other computer on the internetwork. There must be some scheme for reducing the amount of
information each computer has to hold locally in order to communicate with every other computer.

The scheme used involves splitting an internetwork into many discrete but connected networks,
which may themselves be split into subnetworks (Fig. 1-1). The job of keeping track of these
discrete networks is then given to specialized computers called routers. Using this method, the
network computers need only keep track of the networks on the internetwork, rather than keeping
track of every network computer.
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Figure 1-1: Interconnection of networks and subnetworks on an internetwork

The best analogy | can think of for describing how computers on an internetwork address each
other is the postal service. When you address a letter, you provide an apartment number, street
name and number, town, and state. In computer terms, messages are delivered by application port
number, host number, subnet number, and network number (Fig. 1-2). These terms will be
discussed fully in subsequent sections.
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Figure 1-2: Comparing the Postal Service to an internetwork addressing scheme

The key concept is that when the postal service receives a letter for delivery to another town, the
first thing postal workers do is to send it to the distribution office in the destination town. From
there the letter goes to the people that deliver for that particular street, and finally, the letter is
delivered to its destination.

Computer networks follow a similar process. The message sent on the internetwork initially gets
sent to a router that is connected to the destination network number. This router, in effect acting as
a distribution center for this network, will send the message out on the destination subnet number,
and finally the message is delivered to the destination port number in the destination machine.

Figure 1-3 shows a simple internetwork with routers connecting different network numbers. In this
figure, networks 1, 2, 3, and 4 have hosts on them and networks 5, 6, and 7 do not. Networks 5, 6,
and 7 are there purely to connect the routers over a local or wide area network. In this
internetwork, hosts X and Z must be configured for the same network number (in this case, 2). In
addition, the router interfaces that are connected to the same network (for example, interface 2 on
router C and interface 1 on router A), must be configured for the same network number (in this
case, 5).
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Figure 1-3: Simple internetwork connectivity

Using the postal service analogy again, routers that are connected to two networks can be thought
of as houses that have entrances on two streets. In Fig. 1-4, we see a house that has two
entrances, one on Subnet-1 Street and the other on Subnet-2 Street. Both the address on Subnet-
1 Street and the address on Subnet-2 Street are good for purposes of delivering a letter to the
house. This is analogous to a router being connected to two network numbers. In Fig. 1-3, the
address for interface 1, interface 2, or interface 3 is good for delivering a message to router A.
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Figure 1-4: lllustration of multiple addresses reaching the same location

Routers by their very nature seek to route packets from one network number to another. This
statement has two immediate practical implications for us. First, you cannot configure the same
network number on more than one interface on a router. (Much later we will cover the case in
which subnet masks allow the same network number, but different subnet numbers, to be
configured on different interfaces on the same router.) Second, because a broadcast has a
destination network number, a router does not forward broadcasts by default. (Again, we will
discuss later how a router can be configured to forward broadcast packets).



Routers Compared to Bridges

Routers typically are used to connect geographically dispersed networks together, and to make
feasible connecting a large number of computers together. Before routers became popular,
bridges often were used to achieve the same goals. Bridges were good for small networks, but had
problems working in larger environments. Bridges keep track of all the individual computers on a
network. The problem with using bridges to connect large numbers of computers together is that
bridges do not understand network numbers, so any broadcast generated anywhere on the
network gets sent everywhere. The difference between how routers and bridges handle
broadcasts is illustrated in Fig. 1-5.

Figure 1-5: lllustration of how routers and bridges handle broadcasts differently

Many PC networking systems make extensive use of broadcasts, which leads to bridged networks
having significant amounts of their usable bandwidth consumed by broadcasts.

At this point, it is worth contrasting the routing decisions made by routers and typical workstations
or hosts on an internetwork.

A typical workstation (a PC running a popular TCP/IP stack, for example) will require some manual
configuration before it can operate on a TCP/IP network. At a minimum, you will have to configure
an /P address, a subnet mask, and a default gateway.

The routing decisions of a workstation configured in this manner are simple. If the workstation has
to send a packet to another machine that is on the same network number, the packet is sent
directly to the destination machine. If the destination is on a different network number, the packet
is forwarded to the default gateway for routing through the internetwork and on to the final
destination.

Routers make more complex decisions. They must know how to get to all other network numbers
on the internetwork and the best way to route the packets, and they need to keep track of an
internetwork topology that is constantly changing due to equipment or other failures. To execute



these responsibilities, a router maintains a routing table, which lists all the known network numbers
and how to get to them. Routers also use routing protocols that keep the routing table accurate for
a changing internetwork.

Routers Compared to Other Computers

Now let's look at how a Cisco router is similar to and different from other computers on an
internetwork. A router is similar to other computers in that it has memory, an operating system, a
configuration, and a user interface. (In Cisco routers, the operating system is called the
Internetwork Operating System, or I0S, and is proprietary to Cisco.) A router also has a boot
process similar to other computers in that bootstrap code is loaded from ROM, which enables the
machine to load its operating system and configuration into memory.

What makes a router different from other computers is the user interface and the configuration of
memory.

Router Memory Types. Typically a DOS or Unix system has one physical bank of memory chips
that will be allocated by software to different functions. Routers have separate banks of memory,
each dedicated to a different function. The function of these memory banks also differs between
routers. An overview of the function of router memory types is presented in Table 1.1.

ROM. Read-only memory (ROM) contains a copy of the I0S that the router is using. The 7000-
series routers have ROM chips on the route processor board. The 4000 has ROM chips on the
motherboard. In the 7000 and the 4000, the ROM chips can be upgraded to contain new versions
of 10S. In the 2500 router and 1000-series LAN extender, the ROM chips cannot be upgraded and
contain a very limited operating system, just enough to make the router operational. The IOS for a
2500-series router is contained in what is known as flash memory.

Table 1.1: Summary of Router Memory Details

Type of 7000 4000 2500

Memory

ROM Upgradeable 10S Upgradeable 10S Non-upgradeable basic

(O}

RAM Shared Storage Buffers Storage Buffers Storage Buffers

RAM Main I0S loaded from Flash, as 7000 Routing tables and
plus route tables and other IOS data
other data structures structures only

Flash Contains IOS Contains 10S



Flash Contains 10S Contains 10S Contains 10S (Router
runs 10S from flash)

NVRAM Config files Config files Config files

Note: Because the 2500 series runs its I0S from flash memory, a 2500 might not have enough
memory in it to have the 10S upgraded while the router is running. In the 7000 and 4000 series the
IOS is running in main RAM; therefore flash can be upgraded while the router is running.

If you are running a version of Cisco IOS earlier than version 11, you will see one unnerving
feature of the 2500 series if you attach a terminal to the console port during boot-up. The ROM
IOS checks the configuration file and will not recognize most of the commands. This results in
many error messages being reported to the screen. This is normal operation. When the IOS in
flash memory loads, normally no error messages are displayed.

RAM. Random access memory (RAM) is split by the 10S into shared and main memory. Main
memory is used to store router configuration and I0OS data structures relevant to the protocol being
routed. For IP, main memory is used for such things as holding routing tables and ARP tables; for
IPX, main memory holds SAP and other tables. (These terms are explained later.)

Shared memory buffers packets waiting to be processed. This type of memory is only used by
4000- and 2500-series routers. The 7000 routers have a switch processor that controls the flow of
packets through the router.

Flash Memory. Flash memory holds the current version of I0OS running on the router. Flash
memory is erasable memory that can be overwritten with newer versions of the |I0OS—unlike ROM,
which is located in physical chips that cannot have their contents overwritten.

NVRAM. Nonvolatile RAM (NVRAM) does not lose its contents when the router is switched off.
NVRAM holds the router configuration.

Booting a Router. Routers boot up in a similar fashion to PCs; the procedure is as follows:
1.Load bootstrap program from ROM.
2.Load operating system (I0S, the Internetwork Operating System) from flash memory.

3.Find and load configuration file in NVRAM or on a prespecified network server. If no
configuration file exists, the router enters setup mode.



Getting to Know Your Router

This section explains connecting a terminal to a router, understanding the Cisco user interface,
and executing basic Cisco commands.

Connecting a Terminal to a Cisco Router

The discussion here uses connection to a Cisco 2500-series router as an example. Throughout
this section, it is assumed that the router to which you are connecting has already received a basic
configuration. A later section will cover configuring a router from scratch.

Figure 1-6 shows the connections that we need to make at the rear of a 2501. Each router will
come with a console connection kit, which comprises a black RJ-45 cable and an array of
connectors. To connect a Wyse or other standard ASCII terminal as the console, do the following:

1.Connect the RJ-45 cable to the console port on the back of the router.
2.Connect the 25-pin attachment labeled "terminal" to the other end of the RJ-45 cable.
3.Connect a male-to-male gender changer to this 25-pin connector.

4.Connect this 25-pin attachment to the Wyse port.
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Figure 1-6: Router console port to ASCII terminal connections

A gender changer is needed because many ASCII terminal providers supply only female
connectors on their terminals.

If you want to connect your router to a PC and run a terminal emulator of some kind, life is easier.
Most PCs come with 9-pin serial port connectors, so just connect the 9-pin serial connector to the
RJ-45 cable and link the router console port to the PC serial port. As long as you set your terminal
emulation program to 9600 bps, with 8 data bits, no parity, and 1 stop bit, you should be okay.



The Cisco User Interface

A large part of this text will be devoted to entering configuration, reporting, or other commands,
and viewing the router's responses. To do this efficiently in practice, it will help you to know how
the Cisco user interface works. Think of this as similar to learning DOSKEY in the PC world or the
vi editor in the Unix world. It's important to know at the beginning that you do not have to type in
the entire command for the router to know what to do for you. As long as you type enough to
identify a unique command, the router will accept it. Here's an example:

Hostname#wri t

This is the abbreviation for the command write terminal;the stringwri t is enough
information for the router to interpret the command correctly, and, as we shall see later, this
command will cause the router to display its configuration to the screen.

Assuming you have connected a terminal to the console port of a previously configured router, you
will be presented with a password or router prompt. After entering an appropriate password, if
necessary, the display will look something like this:

Hostname>

At this stage, we can start to enter commands. In the Cisco user interface, there are two levels of
access: user and privileged. The first level of access that allows you to view router status is known
as user EXEC mode.

The privileged mode is known as privileged EXEC mode. This mode is needed to view router
configuration, change configuration, and run debugging commands. Privileged EXEC mode often
is referred to as Enable mode because, in order to get into privileged EXEC mode, you have to
enter the enable command followed by an appropriate password. This is achieved as follows:

Hostname>enablePress the Enter key
password:Supply the Enable password, then press Enter

Hostname#

The visual evidence that you now have Enable privilege is that the command prompt has now
changed to a # character alone.

Before we proceed, you also need to be aware that the router can be in one of two modes. The
first is what | will term view mode. With this mode, you can enter the show and debug commands.
This allows you to view the status of interfaces, protocols, and other items related to the router. It
is the mode that the router will be in after you first log on. The second is configuration mode. This
allows you to alter the configuration running in the router at that time. This is important to realize,
because as soon as you press the Enter key after entering a configuration command, that
command takes immediate effect even before you leave configuration mode. You can get into
configuration mode only after gaining Enable privilege. This is achieved as follows:



Hostname#config terminalPress Enter
Enter configuration commands, one per line. End with Ctrl/Z.

Hostname (config) #

Note that the line telling you to end with Ctrl-Z is echoed back by the computer. The command to
get into configuration mode in this case tells the router that it is to be configured from the terminal.
The router also can be told to get its configuration from a network server; this will be covered later.
You will notice that the prompt changes to remind you that you are in configuration mode.

The following is an example of how to enter configuration commands for the Ethernet 0 interface:

Hostname (config) #interface ethernetOPress the Enter key

Hostname (config-int) #

To move back one level, type in the following:

Hostname (config-int) #exitPress the Enter key

Hostname (config) #

If you wish to exit configuration mode from any level, simultaneously hold down the Ctrl and press
the Z key:

Hostname (config-int)<Ctrl-Z>Press the Enter key

Hostname#

To exit Enable mode, type in the following:

Hostname#exitPress the Enter key

Hostname>

You now have the basics for navigating the user interface.

Shortcuts.The following lists the more useful of the available keystrokes for the Cisco I0S. If
<Ctrl-x> appears, it means you should hold down the Ctrl while pressing the character x key.

Arrow Keys. The arrow keys are useful only with an ANSI/VT100-emulating terminal. The up and
down keys display the command history; for example, pressing the up arrow will display the
previous command. By default, 10 commands are kept in the history. If you want to change that,
go into configuration mode and type in terminal history xx, where xx is the number of
commands to remember. The down arrow key will go forward in the command history.

If you are not using an ANSI/VT100 terminal or emulation, the command history can still be



in the command history.

Backspace or DEL. Either of these keys deletes the character before the cursor.

Tab or Enter. Each of these keys executes the command entered.

The ? Key. Possibly the most useful key in the user interface, the "?" key, can be entered at any
time to find out what can be entered next. This is best illustrated with an example:

Hostname>show ip Press the Enter key

route ?

bgp Border Gateway Protocol
Connected Connected networks

egp Exterior Gateways protocol
eigrp Enhanced Interior Gateway Routing Protocol
igrp Interior Gateway Routing Protocol
isis ISO is-is

ospf Open Shortest Path First

rip Routing Information Protocol
static Static routes

summary summary of all routes
supernets-only show supernet entries only

Hostname>show ip
route

After the question mark is entered, the router informs you of the options available to complete the
command, and re-enters the command typed in so far, so that all you need to do is select the
appropriate option. As soon as you see a <cr> option in the available command listing, you know
that you can press the Enter key and the router will execute the command.

A point to note here is that if the list of options extends past one screen, the last line of the display
will show More. Pressing the keyboard space bar will show the next page of information, and
pressing the Enter key will show the next single line of information.

The following key combinations illustrate useful commands:

+<Ctrl-A> Move cursor to beginning of line.
<Ctrl-B> Move cursor back one character.
«<Ctrl-D> Delete the character the cursor is on.

*<Ctrl-H> Same as backspace, i.e., delete the character before the cursor.



«<Ctrl-H>

<Ctrl-K>

<Ctrl-U>

<Ctrl-V>

<Ctrl-W>

+<Ctrl-Y>

*Esc <

*Esc >

*Escb

*Escd

*Esc f

*Esc Del

Same as backspace, i.e., delete the character before the cursor.

Delete characters to end of line. The characters are held in a buffer and can
be recalled for later insertion in a command line.

Delete to end of line; again, the characters go to a buffer.

Used to insert control characters in the command line. It tells the user
interface to treat the next character literally, rather than as an editor
command.

Delete the previous word.

Paste the character from the buffer (same as the yank command in Unix).

Show the first line from the history buffer.

Show the last line from the history buffer.

Move cursor back one word.

Delete the word in front of the cursor.

Move the cursor forward one word.

Delete the word before the cursor.

Many administrators with either a PC or UNIX background ask about a full-screen editor within the
IOS for altering configuration. This is unlikely ever to be available. A full-screen editor within the 10S
raises questions of when command syntax is checked, at what time the changed configuration
takes effect, and so forth. Once you are familiar with the user interface, it does seem efficient and
simple to use. In Chapter 3 we'll look at how a full screen text editor can be used to edit an ASCII
file, which can then be loaded via a TFTP server on to a router. The router configuration files are
stored as ASCII. This is particularly useful if you have multiple routers to configure, each needing a
similar configuration.



Summary

This chapter looked at the role of a router in an internetwork, and contrasted that with the operation
of other network devices, such as PCs and bridges. We also saw how to connect a terminal to the
console port of a router, so that the basics of the Cisco user interface could be explored.



Chapter 2: TCP/IP Communications

Objectives

The objectives of this chapter are as follows:

sIntroduce the TCP/IP and OSI communication models.

*Define the protocols of the TCP/IP protocol suite.

*Explore the addressing schemes used by the different layers of the TCP/IP protocol suite.

*Examine how the protocols and reference tables maintained by the protocols cooperate to
transport a packet through an internetwork.

*Serve as a technology primer. (Chapter 3 deals with the practical aspects of implementing the
protocols discussed here on Cisco router equipment.)



What Is TCP/IP?

TCP/IP (Transmission Control Protocol/Internet Protocol) is a suite of network protocols. TCP and
IP are only two of the protocols within this suite; they are, however, two of the most important. A
protocol specification is comparable to a language. As with any spoken language, there are rules
regarding the meaning of certain sounds, and which words signal the beginning or ending of a
conversation.

TCP/IP is a set of rules that can be considered computer language, equivalent in human terms to
English or French. Just as a human who speaks only English and a human who speaks only
French will find it difficult to have a meaningful conversation, so a computer that speaks only
TCP/IP will have difficulty exchanging information with a computer that speaks only Novell's IPX.

With TCP/IP enabled, computers using dissimilar operating systems are able to exchange data in
an orderly fashion.

The most commonly quoted model for describing data communications is the Open Systems
Interconnection (OSI) model. This seven-layer model was defined for the OSI set of protocols and
gives us a framework for examining the roles and responsibilities of each protocol within the
TCP/IP suite. Throughout the remainder of this book, protocols will be referred to as belonging to a
specific OSI model layer, such as layer 2 or layer 3. The following gives a brief definition of the OSI
model and then compares it to the Department of Defense four-layer data communications model
that originally was used to classify protocols within the TCP/IP protocol suite. In order for you to
communicate effectively with network engineers, you need at least a basic understanding of this
OSI model.

The OSI Data Communications Model

The OS/ Reference Model provides a model for computer networking. The OSI Reference Model
was defined by the International Standards Organization (ISO) and consists of seven layers. Each
layer has a task to perform. The layers are: Application, Presentation, Session, Transport,
Network, Data Link, and Physical. The layers from Application through Network generally are
implemented in software. The Data Link and Physical layers are implemented with both hardware
and software. Table 2.1 outlines the responsibilities of these seven layers.

Table 2.1: OSI Reference Model Layer Definitions

Layer Description
Layer 7: Application layer The Application layer consists of application programs and the

user interface. It is through features in this layer that all
exchange of meaningful information occurs between users.



Layer 6: Presentation layer The Presentation layer defines the representation of data, so
that data is exchanged in an understandable format.

Layer 5: Session layer The Session layer sets up and terminates communications on
the network. It also manages the dialogue between users and
systems. It is at this level that user and machine names are
interpreted.

Layer 4: Transport layer The Transport layer controls the quality and reliability of the
data transmission. Packets are sequenced and acknowledged
at this layer. An example of a layer 4 protocol is TCP.

Layer 3: Network layer The Network layer routes data through the network. It
allowsany properly configured pair of nodes on an internetwork
to communicate. The Network layer calculates routes and
controls congestion. An example of a layer 3 protocol is
NetWare's IPX.

Layer 2: Data Link layer The Data Link layer packages and unpackages data for
transmission across a single link. It deals with data corruption
(through checksumming) and coordination of shared media. An
example of a layer 2 protocol is Ethernet.

Layer 1: Physical layer The Physical layer establishes the physical connection
betweena computer and the network. It also controls the
transmission of information and specifies the mechanical and
electrical characteristics of the protocol in terms of connector
size, pin assignments, and voltage levels. An example of a
layer 1 protocol is RS-232.

The concept behind this model of network computer communication is that, at the Application
layer, an application will want to send some data to another application residing on another
machine on the network. An example may be a workstation mail program wishing to send mail to
another user via a mail server. The workstation mail application has to take the text of the
message to be sent and package it in some way with an address of its destination. This
information must somehow be encoded into electrical signals representing binary 1s and Os that
can be transmitted over a network cable.

In this example, the application at layer 7 will define what text has to be sent. To reach its
destination on another machine, the message must descend through the layers of this model,
through software layers, through the network card and cable hardware, across a network cable of
some kind, and ascend through the corresponding layers on the destination machine to the
destination application.

As the message descends through the layers, it looks less like human language and more like the
1s and Os that a computer understands.



The terminology used by the ISO to describe this process is as precise and as abstract as one
would expect of a large international committee. It will be used in this example for the sake of
clarification.

The two key ideas to absorb from the following discussion are that each layer will only "talk" to its
corresponding layer on another machine, and each layer encapsulates information from the layer
above as the message descends through the layers for transmission.

The message that each layer on the sending machine will send to its corresponding layer on the
receiving machine is termed a Protocol Data Unit (PDU). The message that passes between
layers on the same machine is called a Service Data Unit (SDU). To make it clear about which
type of data unit we are talking, each PDU and SDU has a prefix attached. For example, referring
to Fig. 2-1, consider the Transport layer sending a Transport PDU from the sending to the
receiving machine. To get the TPDU from the sending to the receiving machine, the sending
machine's Transport layer sends a Network SDU to its Network layer. The Network layer passes
an LSDU to the Data Link layer, which passes a PhSDU to the Physical layer for transmission on
to the network cable.

At the receiving machine, the process is reversed, until the Network layer sends a Network SDU to
the Transport layer, at which point we can say that the receiving machine's Transport layer has
received a TPDU from the sending machine.

An important concept about this layered model is that as the information passes down through the
layers, the software responsible for each layer will add its own header information. This concept is
referred to as encapsulation; each layer is said to encapsulate the information from a higher layer.
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Figure 2-1: Units of communication described in the OSI data communications model

Consider Fig. 2-2. Using the example of a mail message, "Hello Fred," that is sent from the
sending machine to the receiving machine, we can describe the communications process as
follows:
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Figure 2-2: Encapsulation through the layers of the OSI model

The "Hello Fred" message, along with other Application data, will be delivered to the layer 6
protocol as a PSDU. The layer 6 protocol adds its header information and passes an SSDU down
to the layer 5 protocol. The layer 5 protocol cannot interpret the layer 6 header or anything else in
the SSDU, and treats all of the SSDU as user data. To pass a TSDU to the layer 4 protocol (the
Transport layer), the layer 5 protocol adds a layer 5 header in front of the SSDU, and this process
continues until a PhSDU is given to the Physical layer, where binary 1s and Os are converted into
electrical signals for transmission over the network media.

At the receiving machine, the electrical signals are translated into 1s and Os by the Physical layer,
and the layer 2 (Data Link) protocol interprets these 1s and Os as frames, removes the layer 2
header generated by the sending machine's layer 2 protocol, and passes an LSDU up to its
Network layer. Again, this process of each layer removing its own header and passing the
information upwards continues until "Hello Fred" and the other Application data are delivered to the
receiving machine's Application layer.

The ISO designed protocols for all layers in this model. These protocols, however, have not
become as widely quoted or used as the model that defines their operation. The main reason for
this is that the TCP/IP protocol suite was already defined, in widespread use, and proven to work
well in many environments.

Next we look at how the Department of Defense in the United States defined a model for computer
communications and implemented this model with the TCP/IP protocol suite.

Department of Defense Model

The Department of Defense (DoD) has defined a four-layer networking model. Each layer of this
model consists of a number of protocols that are collectively referred to as the TCP/IP protocol
suite.



Requests for Comments (RFC). The RFCs are submitted by various Internet users who are
proposing new protocols, suggesting improvements of existing protocols, or even offering
comments on the state of the network. These documents are online on various systems on the
Internet, and are available to anyone.

Table 2.2 shows the DoD's four-layer model. You can see that the layers of the DoD model do not
precisely match those of the OSI model. For example, in DoD terms IP is a layer 2 protocol,
whereas in OSl terms it is a layer 3 protocol. Throughout the rest of this book, when a protocol
function is referred to as belonging to a particular layer, it is the OSI layer definition that is used.

Table 2.2 : The DoD Data Communications Model

Layer Description

Layer 4: Application layer The Application layer consists of application programs and serves
as the window, or network interface. It is through this window that
all exchange of meaningful information occurs between
communication users. Examples includes Telnet and SMTP.

Layer 3: Host-to-Host Provides end-to-end data delivery services. The
Transport layer

protocols at this layer are TCP and UDP.

Layer 2: Internet layer Defines the datagram or frame format and handles
routing data through an internetwork. Examples
include IP and ICMP.

Layer 1: Network Access Defines how to access a specific network topology such as
layer Ethernet or Token-Ring.

Application Layer. Several protocols make up the Application layer of the TCP/IP suite. This layer
of the TCP/IP protocol suite corresponds roughly to the Application, Presentation, and Session
layers of OSI Reference Model. The protocols implemented at the Application layer are:

*Telnet This a terminal emulation service that provides remote login over the network.



*FTP File Transfer Protocol is used for interactive file transfer.

*NFS The Network File System allows directories on a host computer to be shared by other
machines on the network.

Each application normally requires two separate programs: a client program and a server program
(often referred to as a daemon).

The daemon program runs in the background on the host server and may start when the system
starts. More often, daemon programs are started by the INETD process, which starts and stops
these programs as required by the system. A user, on the other hand, executes the client program
to gain access to the server.

As we shall see, some Application layer protocols use different Transport layer protocols; for
example, Telnet and SMTP rely on TCP, whereas RIP and DNS rely on UDP.

Host-to-Host Transport Layer. The Host-to-Host Transport layer is often referred to simply as the
Transport layer; for convenience, | will do this also. This layer is responsible for delivering packets
between the Internet layer and an application. An important concept in the world of TCP/IP
communications is that of port numbers (sometimes referred to as socket numbers). Each
application running in the computer will be given a unique port number at the Transport layer.

This can be thought of as the application's address within the host machine. The most common
port numbers assigned can be viewed on any Unix machine in the /efc/services file. This file lists
common applications, and which Transport layer protocol and port number each application uses.

There are two types of protocol within the Transport layer. The first we shall look at is TCP, which
is a connection-oriented protocol. The type of communication this protocol delivers is known as
reliable data delivery. When this type of protocol sends data between two machines, the sending
machine first informs the network that it needs to start a conversation with some other machine on
the network. The network then informs the intended receiving machine that a connection is
requested, and the request either is accepted or refused. This is similar to using the telephone
system in that the sender knows whether the intended recipient is there and available before data
is sent. Typically, a connection-oriented protocol has the following features:

*The network guarantees that all packets sent will be delivered in the correct order, without loss or
duplication. If this is not possible, the network will terminate the call.

«If a network becomes overly busy, future call requests are refused in order to preserve the
integrity of existing calls.

Thus it is not possible to send a broadcast packet using a connection-oriented protocol. By
definition, a broadcast packet is sent to multiple hosts on the same network. The first thing a
connection-oriented protocol tries to do is contact the intended destination machine and see if it
will accept new calls. In a properly designed network addressing scheme, no computer will claim to
own a broadcast address.



The second type of protocol at the Transport layer is a connectionless protocol, which in the case
of TCP/IP is the User Datagram Protocol (UDP). A connectionless protocol transmits its data onto
the network with a destination address, and assumes that it will get there. This is similar to using
the postal service. The network does its best to deliver the data intact and in the correct order, but
if multiple paths exist between sender and receiver, out-of-sequence packet delivery is likely.
Connectionless protocols assume that the application running in the Application layer takes care of
these things.

The choice of using a connection-oriented or a connectionless protocol is not always as
straightforward as it might seem. A connection-oriented protocol may seem attractive because of
the guarantees it gives, but often the overhead (particularly in terms of packet acknowledgment)
can make certain system implementations impossible. It is generally an application developer
issue and will not be discussed further here.

Transmission Control Protocol (TCP).The Transmission Control Protocol is the DoD's
connection-oriented Transport layer protocol and provides a reliable connection for data exchange
between different hosts. With this protocol, all packets are sequenced and acknowledged, and a
virtual circuit is established for communications. Upper-level applications using TCP include the
following:

Virtual Terminal Protocol (Telnet)

*File Transfer Protocol (FTP)

*Simple Mail Transfer Protocol (SMTP)

TCP provides reliability through the use of acknowledgments with retransmission. The idea of an
acknowledgment is that the receiving machine has to reply to the sending machine that the
message sent was received intact. If an acknowledgment is not received, the sending machine will
assume that the message was not received and will retransmit it.

If the receiving machine had to reply to every packet, the result would be a lot of overhead on the
network (assuming that most packets get through in a well-designed network). To reduce
overhead, TCP employs a concept called windowing.

The window size advertised by a receiving machine tells the sending machine how many bytes it
can accept—essentially how much space is available in its receive buffer. The sending machine
uses the window size to determine how much data can be sent before it must receive another
acknowledgment. If an acknowledgment is not received within the specified window size,
retransmission occurs beginning with the last acknowledged data. Typically, if the receiving
machine's receive buffer is getting full, it will advertise a decreasing window size to slow the rate of
incoming traffic. If a window size of zero is advertised, the sender will not send any further data
until it receives an acknowledgment with a nonzero window value.

The window size normally is determined by an algorithm coded into the TCP protocol stack, and
varies according to the characteristics of the host machines and network in use.

To establish a TCP connection, a three-step handshake is exchanged between sender and
receiver to establish a dialogue before data is transmitted. This process is illustrated in Fig. 2-3.



Figure 2-3: The TCP three-way handshake to initiate a connection

To initiate communications, the sending machine transmits a Synchronize Sequence Numbers
(SYN) packet to the receiving machine, to inform the receiving machine that a new connection is
requested and to state which number will be used as the starting point for numbering the
messages sent. These sequence numbers are used to ensure that packets received are
processed in the order sent. For the process to continue, the receiving machine must acknowledge
this SYN packet and tell the sender the sequence number at which it will start sending data. This is
achieved by the receiving machine returning a SYN ACK packet to the sending machine. Finally,
the sending machine sends an acknowledgment of the information sent by the receiving machine
and sends the first data.

This process provides proof positive, before any message transmission occurs, that the receiving
machine is alive and ready to receive data. To close the connection, a similar three-step
handshake is exchanged, using the FIN packet.

TCP views the data sent as a continuous stream of information. Fragmenting information into
discrete packets to be sent over a network is the responsibility of the DoD Internet layer.

User Datagram Protocol (UDP). The User Datagram Protocol provides unreliable, connectionless
delivery service. It lets the upper-level applications send sections of messages, or datagrams,
without the overhead involved in acknowledging packets and maintaining a virtual connection. The
one similarity between TCP and UDP is that UDP also uses port numbers to identify applications
running in the sending and receiving machines.

With UDP you have no way of knowing whether or when the message arrives at its destination, or
the order in which messages sent are received. Because there are no acknowledgments or three-
step handshakes to begin data transmission with UDP, it is possible to use this protocol for
broadcast messages that are sent to all hosts on a network.

Upper-level applications using UDP include the following:

*Trivial File Transfer Protocol (TFTP)

*Network File System (NFS)

*Broadcasts



Internet Layer. The Internet Protocol (IP) is the most important protocol of the Internet layer. All
traffic, incoming and outgoing, goes through IP. The primary purpose of the Internet layer is to
route packets between different hosts, which is accomplished by the addressing scheme of IP. The
Internet layer consists of four protocols, as shown in Table 2.3.

Internet Protocol (IP). IP is a connectionless protocol and does not guarantee delivery of packets
across a network. IP relies on higher-layer protocols either in the Transport or Application layers to
provide connection-oriented service if necessary. (In some older implementations, the Data Link
layer is used; see the section on X.25 and LAPB in Chap. 6.) The IP header contains many fields,
the most important of which are the Source Address, Destination Address, and Time To Live. The
format of IP addresses is explained later in this chapter.

Table 2.3 : DoD Model Internet Layer Protocols

Protocol Description
Internet Protocol The Internet Protocol (IP) provides datagram

service between hosts. It is responsible for
addressing packets, packet routing,
fragmentation, and reassembly, and moving
data between the Transport and Network
Access layers.

Internet Control Message Protocol The Internet Control Message Protocol (ICMP)
lets routers and hosts send error or control
messages to other routers or hosts.

Address Resolution Protocol The Address Resolution Protocol (ARP)
translates a host's software address to a
hardware address.

Reverse Address Resolution Protocol The Reverse Address Resolution Protocol
(RARP) determines a software address from a
hardware address. Diskless workstations often
use this proto-col when booting up, to find out
what their IP address will be. DHCP, which is
a superset of BOOTP, is more commonly
deployed than RARP for this functionality
these days.

Delivering a packet from one machine on the internetwork to another is handled by IP. Based on



application on PC1 needs to send data first to PC2, and then to PC3.
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Figure 2-4: Delivering packets on the same segment and across routers

In the first instance, where PC1 needs to send to PC2, examination of the destination address tells
IP that the destination is on the same network number. In this case, the packet is sent directly to
PC2. In the case in which PC1 needs to send a packet to PC3, examination of the destination
address tells IP on PC1 that PC3 is on a different network. In this case, PC1 will examine its
configuration and send the packet to its default gateway for routing to the final destination. The
terms gateway and router are interchangeable in most TCP/IP documentation. A gateway or router
(however one refers to it) is responsible for routing packets between different physical networks.

The Time To Live field is used to ensure that a packet caught in a routing loop (i.e., a packet
circulating between routers and never reaching a destination) does not stay in the internetwork
forever. Each time a packet travels through a router, its Time To Live field is reduced by one. If this
value reaches zero, a router will discard the packet. Different routing protocols have different initial
values for the Time To Live field. The initial value for the TTL field is usually 255. However, some
IP stacks implement a value of 64. We will revisit this issue in Chapter 4.

ICMP. The Internet Control Message Protocol performs four main functions, which are:

*Flow control When a receiving machine is too busy to accept the incoming stream of data from a
sending machine, it sends a Source Quench Message to temporarily stop the stream of data.

*Unreachable destination alerts If a machine on the network detects that a destination is
unreachable, either because the destination address does not match an operating machine on the
network, or due to a link failure, it will send a Destination Unreachable message to the sending
machine.

*Redirecting routes A gateway sends an ICMP redirect message to tell a sending machine to use
another gateway. Consider an example in which a gateway receives from a sending machine a
packet that is destined for a given network. If the gateway knows that the destination network can
be reached more efficiently by the sending machine using a different gateway, it will tell the
sending machine so, by issuing an ICMP redirect.

*Checking remote hosts ICMP echo messages are used to check the physical connectivity of
machines on an internetwork. The ICMP echo packet is more commonly known as a ping packet.



Internet protocol used to associate an IP address to a physical address, typically Ethernet or
Token-Ring 802.2 MAC addresses. (MAC addresses are discussed more fully in Chap. 3.) Each IP
device on the network maintains an address resolution table. This table maps MAC addresses to
IP addresses. When a computer that uses IP for network communication wants to deliver a
message to another computer on the same network segment, the MAC address is responsible for
getting the packet to the correct workstation.

RARP is used to supply an IP address to a diskless workstation at boot time. A diskless
workstation will know its MAC address, and will request an IP address at boot time from a RARP
server via a broadcast.

Network Access Layer. The Network Access layer relates the Internet software layer to the
hardware that carries the data, and it is the lowest layer in the DoD data communications model.
The key point to understand is that network numbers are not understood at this layer; the
addresses used at the Network Access layer have significance only for the network segment on
which the packet is transmitted. The addresses at the Network Access layer do not traverse a
router.

Unlike the other layers in the DoD model, the Network Access layer must know the details of the
underlying network so that packets can be formed correctly and sent across the physical network
in place.

The functions performed at this layer include forming network packets and using MAC addresses
to deliver packets on a network segment. It is here that the protocols define those electrical and
mechanical specifications of communication that allow a packet to be transported on a given
network.

By means of a Frame Check Sequence (FCS), this layer ensures that packets that have been
subjected to interference during transmission are not accepted at their layer 2 destination. The
FCS is calculated by the sending machine and attached to the message sent. The receiving
machine performs the same calculation and assumes that, if its FCS matches that received with
the packet, that packet is okay. If the FCS values do not match, the packet is discarded. Typically,
at this layer protocols do not re-request the transmission of damaged and discarded frames. (An
exception is X.25's LAPB protocol, discussed in Chap. 6.)

The Network Access layer specifies the physical (hardware) medium for data transmission. The
Institute of Electrical and Electronics Engineers (IEEE) Project 802 established standards that
define interface and protocol specifications for various network topologies.

The people on Project 802 split the OSI Data Link layer in two. Project 802 created the Logical
Link Control (LLC) sublayer and the Media Access Control (MAC) sublayer. The LLC sublayer
defines how a receiving machine discards damaged packets. The MAC sublayer handles issues of
supplying globally unique hardware addresses to device interfaces.The following sections list MAC
specifications defined by the 802 committees. Each of these MAC standards defines a unique
packet (or frame) format.

802.3 (Ethernet). The following Ethernet protocols use a bus topology and the media types listed:

*10Base5Thick Ethernet, 50-? coaxial, 10 Mbps



*10Base2Thin Ethernet, 50-? coaxial, 10 Mbps

*1Base5Twisted-pair, 1 Mbps

*10Base-TTwisted-pair, 10 Mbps

802.4 (Token Bus).Common token bus protocols include the following:

*Carrierband 1 Mbps, phase continuous, FSK, 75-? coaxial

*Carrierband 5-10 Mbps, phase coherent, FSK, 75-? coaxial

*Broadband 1, 5, 10 Mbps, multilevel, duobinary, AM/PSK, 75-? coaxial

802.5 (Token Ring). Token ring networks (such as IBM's Token-Ring) use the following protocols:

*1 Mbps, shielded twisted-pair (IEEE)

*4 Mbps, shielded twisted-pair (IEEE)

*16 Mbps, shielded twisted-pair (IBM)

*16 Mbps, early token release (IBM)



To keep track of all the network numbers on an internetwork, each machine maintains a routing
table.

Table 2.4 : Internet Address Classes

Address Class Characteristics

Class A Networks In a class A network, the first byte is the network address and the
final 3 bytes are for the host address. There are 126 Class A
networks, each having up to 16,777,216 hosts. On the Internet, all
Class A addresses have been assigned.

Class B Networks In a class B network, the first byte is in the 128 to 191 range. The
first 2 bytes identify the network and the last 2 bytes identify the
host within that network.

Class C Networks In a class C network, the first byte is in the 192 to 223 range. The
first 3 bytes define the network and the last byte defines the host
within that network.
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Figure 2-6: Class A, B, and C network numbers

The Routing Table. Each entry in a routing table provides a variety of information, including the
ultimate destination network number, a metric, the IP address of the next router in sequence to get
to the destination (if appropriate), and the interface through which to reach this destination. The



metric is a measure of how good the route is—basically, the lower the metric, the better the route.
Other information can be present in routing tables, including various timers associated with the
route. The routing table can have entries from the following sources:

*RIP, IGRP, or some other routing protocol

Manual entries that can be default or static

Static routes are routes that are added manually; a destination and gateway address are specified
for either a specific host (such as 193.1.1.1), or for an entire network (such as 193.1.1.0). A default
route can be added by specifying a destination address of 0.0.0.0 when entering a static route. If a
packet is destined for a network number not listed in the routing table, the default route entry tells
the router to which IP address it should forward packets. It is assumed that the router to which the
packet is forwarded will know how to get the packet to its ultimate destination.

Life gets more complicated when we use netmasks to split a network number into several subnets.
A specific example of applying and changing subnet masks on a Cisco router is given in Chap. 3,
but we will discuss the basic theory here. Most people new to the subject have some difficulty
understanding how netmasks work. If the following discussion does not help you, don't panic.
When we get to Chap. 3 and see the effect that changing netmasks has on a real network, things
should become more clear.

Subnet Masks. Netmasks are used to split a network into a collection of smaller subnetworks.
This may be done to reduce network traffic on each subnetwork, or to make the internetwork more
manageable. To all intents and purposes, each subnetwork functions as if it were an independent
network.

Communication between a node on a local subnetwork and a node on a different subnetwork is
like communication between nodes on two different networks. To a user, routing between
subnetworks is transparent. Internally, however, the IP software recognizes any IP addresses that
are destined for a subnetwork and sends those packets to the gateway for that subnetwork.

In an internetwork without netmasks, the routing table keeps track of network numbers. In an
internetwork with netmasks, the routing table maintains a list of subnets and how to reach them.
When netmasks are used, an IP address is interpreted as follows:

IP address = Network address.Subnetwork address.Host address

This shows that when a network is divided into subnetworks, the host address portion of the IP
address is divided into two parts, the subnetwork address and the host address.

For example, if a network has the Class B IP network address portion 129.47, the remainder of the
IP address can be divided into subnetwork addresses and host addresses. The network
administrator controls this division to allow for maximum flexibility for network development at the
site.



A subnet mask is the mechanism that defines how the host portion of the IP address is divided into
subnetwork addresses and local host address portions. The subnet mask is a 32-bit (4-byte)
number, just as an IP address is.

To understand the mechanics of the netmask, it is important to know a little binary arithmetic. We
will go through the process of working out how netmasks work. Then | will show you a shortcut.

In binary, the only digits available are 0 and 1. This means that the rightmost digit of a binary
number represents the amount of 1s in the number, either 0 or 1. The next digit represents the
number of 2s the next digit the number of 4s, etc. To convert the 8-bit binary number 01101001 to
the more familiar decimal, we need to use the map below:

128 64 32 16 8 4 2 1

This binary number is in fact 105 in the more familiar decimal. You can check this by using a
scientific calculator. If you have eight Os in a binary number, the decimal value is obviously 0. If
you have eight ones, the decimal value is 255.

To see how a netmask splits up the host portion into subnet address and host address, it is
necessary to convert both the IP address and the netmask to binary.

Once the IP address and netmask have been converted to binary, a logical AND is performed
between the address and netmask (which means the resultant value is 1 if both IP and netmask
value are a 1; otherwise the result is 0). Let's look at the example computation in Fig. 2-7.

IP address: 201.222.5.121

Subnet mask: 255.255.255.248

Network Subnetwork Host Address
Number Number
201.222.5.121: 11001001 11011110 00000101 01111 001
255.255.255.248: 11111111 11111111 11111111 11111 000

Subnet: 11001001 11011110 00000101 01111 000
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